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Summary: This paper describes the Prince Edward Island potato area estimation and land cover classification study conducted by Statistics Canada from 2006 to 2008.   The method involves several phases: a stratified statistical sample design to select a relatively small number of geographic sampling units (“cells”) across the province; acquisition of multi-date satellite imagery covering the entire island; aerial and ground level observations for visual identification of selected cells (ground truthing); and the combination of data using statistical techniques (e.g., regression) to produce land cover and selected crop area estimates and associated measures of precision.  The paper reviews the methodology used and presents results from the three year study period, examining both the individual years as well as the changes in land cover and land use observed during the period.  A discussion of additional applications of this approach will also be included.   
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1. Introduction

1.1 General Overview
Timely and accurate information on the area and location of crops, and more generally land cover/land use, is an important input to agricultural, rural and environmental decision making and policy development.   For example, such information can inform debates concerning crop rotation, conversion of forested land to farmland, loss of farmland to urban development, environmental issues related to rural and urban areas, and so on.   Traditional techniques involve direct collection of information from land owners or users, which not only involves respondent burden but may also introduce delays due to the combined length of the collection, processing and analysis periods.  The availability and declining cost of higher resolution sensors has opened up the possibility of using satellite remote sensing data in conjunction with ground observation data and statistical methods to produce timely and precise land cover estimates with no burden on respondents.
The Agriculture Division of Statistics Canada was engaged by the Prince Edward Island (PEI) Department of Agriculture in the spring of 2006 to conduct a study on the improvement of potato area estimation and land cover classification.  This paper describes the PEI Potato/Agricultural Land Area Estimate and Classification Study (known as PACS) conducted by Statistics Canada from 2006 to 2008.   The method involves several phases: a stratified statistical sample design to select a relatively small number of geographic sampling units (“cells”) across the province; acquisition of multi-date satellite imagery covering the entire Island; aerial and ground level observations for visual identification of selected cells (ground truthing); and the combination of data using statistical techniques (e.g., regression) to produce land cover and selected crop area estimates and associated measures of precision.  The paper reviews the methodology used and presents results from the three-year study period, examining both the individual years as well as the changes in land cover and land use observed during the period.  A discussion of additional applications of this approach is also included.  Before getting into the details of the project and results, an overview of the area where the study was conducted is provided.
1.2 Brief Introduction to Prince Edward Island 
The Canadian confederation was born in 1867 when the British North American colonies of New Brunswick, Nova Scotia and Canada (the latter being the result of the union of Lower Canada and Upper Canada, essentially Québec and Ontario, respectively, in 1841), united under the name Dominion of Canada.  Relatively soon after, Manitoba (1870), the Northwest Territory (1870) and British Columbia (1871) joined.  Prince Edward Island, after some reluctance, joined the confederation in 1873.  Thereafter followed a period of inactivity until the Yukon made its entry in 1898, followed by Alberta and Saskatchewan, both in 1905.  Another long interval followed until Newfoundland joined in 1949 (the province name changed to Newfoundland and Labrador in 2001).  The latest change was the creation of Nunavut in 1999, creating the present day configuration of 10 provinces and 3 territories. 
Prince Edward Island (PEI) is Canada’s smallest province.  The Island is located in the Gulf of St. Lawrence and is separated from the mainland by the Northumberland Strait (a tidal water body), which ranges from 4 to 17 kilometres in width and has depths ranging from 68 metres to less than 20 metres.  The Island itself is about 224 kilometres in length and between 6 and 64 kilometres in width, with a land area of approximately 5,662 square kilometres (566,171 ha, or 1.4 million acres).  The 12.9 kilometre Confederation Bridge, linking PEI to the mainland, was opened in 1997. The Island is formed from sedimentary bedrock of soft, red sandstone which contributes to the richness of the soil and imparts the characteristic red colour.  The population of the Island was enumerated at 135,851 or about 24 persons per square kilometre at the time of 2006 Census (conducted in May that year).  The January 1, 2009 intercensal population estimate puts the population at 140,402 (making the density a bit under 25 persons per square kilometre).
Continuing with the 2006 Census results, nearly 75,000 people (55%) were found living in one of the two census agglomerations
 (CA) in the province, Charlottetown (population 58,625; density 80.5 persons per km2) and Summerside (population: 16,153; density 175.9 persons per km2).  The land area of these two CAs is about 820 km2 (728 km2 and 92 km2, respectively), representing about 14.5% of the total land area of the province.  Within the CA of Charlottetown is the city of Charlottetown, which is the capital city of PEI and which recorded a population of 32,174 in 2006 with an area of about 44 km2 (density of  725.8 persons per km2).  The city of Summerside, within the CA of the same name, had a 2006 census population of 14,500 and an area of about 28 km2 (density 511.3 persons per km2).  The urban/rural character of the province will be revisited later.

The major industries in the province are agriculture, tourism, fishing and manufacturing.  Within the agriculture sector, potatoes are a very important crop. 
2. The Potato/Agricultural Land Area Estimate and Classification Study
2.1 Background
In the spring of 2006, the Remote Sensing and Geospatial Analysis (RSGA) Section of the Agriculture Division of Statistics Canada was engaged by the Prince Edward Island (PEI) Department of Agriculture to conduct a study on the improvement of potato area estimation and land cover classification.  This project was also supported by the Prince Edward Island Potato Board.   Potato area is of particular interest to PEI since farm cash receipts from potatoes represent over 80% of the total crop receipts in the province and since PEI accounts for nearly a quarter of total Canadian potato production (2008 figures).  The project, formally known as the Potato/Agricultural Land Area Estimate and Classification System (PACS) study, was conducted for each of the 2006, 2007 and 2008 growing seasons.   Prior to undertaking this project, the RSGA Section had successfully completed the six-year PEI Land Cover Classification Project (PLCCP) which provided annual forest and agricultural land cover classification for the years 1995 through 2000. 
2.2 “Traditional” Statistics
Before presenting the details of the PACS project, some other more traditional means of producing crop area and land use statistics are briefly described.

Every five years, Statistics Canada conducts the Census of Agriculture.  This data gathering exercise collects a variety of information from the approximately 230,000 agricultural operations (the 2006 count was 229,373) in Canada.  The Census of Agriculture defines an agricultural operation as one that “produces at least one of the following products (a list is given on the questionnaire
) intended for sale.”   Among its various sections, the Census asks operators to report on area generally (total or workable and non-workable land) as well as areas
  for: field crops and hay (27 specific, plus “other”), vegetables (24 specific, plus “other”); fruits, berries and nuts (13 specific, plus “other”), sod and nursery products, Christmas trees, fallow and pasture land, greenhouse flowers, vegetables and other products, and mushrooms.  Since the Census is conducted in mid-May, the areas to be reported are “to be harvested”, “seeded or to be seeded”, “planted or to be planted”, etc.  As noted, these data are collected at five year intervals and rely on the operators to report the areas for 2006 and, since the collection period begins in mid-May, to base these reports on their best estimates.  The quality of the estimates will depend to some extent on the type of area being estimated – for things like tree fruit orchards, greenhouse areas and crops that are already fully planted by Census day, the areas will be known, while areas which have not been seeded (or fully seeded) at the time the operator completes the questionnaire may be less accurate.  
The 2006 Census of Agriculture counted 1,700 farms in PEI, with an average size of about 148 hectares.  Of the 1,700 farms, 1,524 reported having some land in crops, on average about 113 hectares.  However, a reasonably large number of those farms also reported keeping livestock.  For example, of the 1,700 farms, 923 reported cattle and calves (average of 94 head per farm reporting), 288 farms reported horses and ponies (average of 7 per farm reporting), 152 reported hens and chickens (average of 2,941 birds), 149 farms reported pigs (average of 827 animals per farm), and 69 farms reported sheep and lambs (average of 57 head per farm).  Obviously, many farms are engaged in a combination of crop and livestock production.  Classified according to the North American Industry Classification system (NAICS
), the 1,700 farms counted in the 2006 Census of Agriculture were distributed as follows:
Table 1: 2006 Census of Agriculture PEI Farm Counts by Industry Group
	Industry Group (NAICS code)
	Number of Farms
	% of total

	Oilseed and Grain Farming (1111)
	75
	4.4

	Vegetable and Melon Farming (1112)
	384
	22.6

	Fruit and Tree-nut Farming (1113)
	153 
	9.0

	Greenhouse, Nursery and Floriculture production (1114)
	34
	2.0

	Other Crop Farming (1119)
	164
	9.6

	     Subtotal Crop Production
	810
	47.6

	
	
	

	Cattle Ranching and Farming (1121)
	602
	35.4

	Hog and Pig Farming (1122)
	71
	4.2

	Poultry and Egg Production (1123)
	29
	1.7

	Sheep and Goat Farming (1124)
	17
	1.0

	Other Animal Production (1129)
	171
	10.1

	     Subtotal Animal Production
	890
	52.4

	
	
	

	Total 
	1,700
	100.0

	Source: Selected Historical Data from the Census of Agriculture, Statistics Canada catalogue no. 95-632-XWE


The 2006 Census of Agriculture estimates of crop areas for PEI are shown in Table 2.  Given the relative balance between crop and animal production, it should not be surprising to see that hay, pasture and barley are among the significant land uses on the Island.
Table 2: PEI Crop Areas from the 2006 Census of Agriculture
	Crop or other classification
	Land area (hectares)

	Total area 
	566,171

	  Total area of farms
	250,859

	      Land in crops
	171,296

	         Tame hay
	63,699

	          Potatoes
	39,512

	          Barley
	32,071

	          Spring wheat (excl. durum)
	  9,267

	          Durum wheat
	  0

	          Winter wheat 
	5,079

	          Soybeans
	4,580

	          Berries and grapes
	4,135

	          Mixed grains
	4,096

	          Corn for silage
	1,773

	          Corn for grain
	818

	          Fall rye
	1,741

	          Spring rye
	464

	          Vegetables (excl. greenhouse)
	1,741

	          Buckwheat
	187

	          Flaxseed
	102

	          Canola
	64

	          Tree fruits
	59

	          Dry field beans
	29

	          Sunflowers
	8

	          Greenhouse area
	5

	          Other crops*
	492

	      Tame or seeded pasture  
	10,847

	      Summerfallow land
	231

	      All other farmland**
	68,230

	  Non farm land ***
	315,312

	
	

	  * = land in crops - sum of the named crops

	** = total area of farms - land in crops - tame or seeded 
            pasture- summerfallow land 

	*** = total area - total area of farms

	Source: Selected Historical Data from the Census of Agriculture, Statistics Canada catalogue no. 95-632-XWE 


Another source of traditional estimates (that is, collected by survey directly from farmers) is the Field Crop Reporting Series.  This series consists of six survey occasions during each calendar year to collect information on grains and oilseeds, principal field crops and major special crops.  From these six survey occasions, eight reports are produced covering stocks of grain at several points in the year (March 31, July 31 and December 31), area planted (March intentions, June preliminary estimates) and production (July, September and November estimates).   This survey series draws its samples from the list frame established by the Census of Agriculture, and the sample size varies according to the survey occasion, ranging from about 11,800 farms (used to produce the December 31 stocks) to about 26,000 farms for the preliminary areas estimates produced in June, and about 30,000 farms in the sample used for the November production estimates.  The other survey occasions have sample sizes in the 15,000 to 16,000 range.   Selected area estimates for PEI, these from the November estimate of production, released on December 4, 2008, are given below.
Table 3: Selected PEI Crop Area Estimates from the Field Crop Reporting Series 
	Crop
	Land area (hectares)

	
	Seeded
	Harvested

	Winter wheat1
	2,000
	2,000

	Spring wheat
	15,000
	14,200

	Oats
	4,900
	4,900

	Barley
	31,200
	30,400

	Mixed grains
	3,200
	3,200

	Soybeans
	7,300
	7,300

	Fodder corn
	2,800
	2,800

	Tame hay
	58,700
	54,600

	
	
	

	1 seeded area remaining in June after winterkill
	
	

	Source: Field Crop Reporting Series, November Estimate of Production (2008), catalogue no. 22-002-X 


Statistics Canada also conducts a Fruit and Vegetable Survey, for which the target population is all farms in the ten provinces of Canada that grow fruit and/or vegetables for sale.   The survey frame excludes farms producing only mushrooms (there is a separate mushroom growers survey), farms producing only greenhouse vegetables, and farms producing only potatoes (greenhouses and potatoes are also surveyed separately), as well as farms that are on Indian reserves, community pastures and Hutterite colonies. Small farms with total fruit area or total vegetable area less than 1 acre are also excluded from coverage.  The Fruit and Vegetable survey collects data to provide estimates of the total cultivated area, harvested area, total production, marketed production and farm net value of selected fruits and vegetables grown in Canada.  There are two survey occasions; the spring survey collects data in April and May for the May-June reference period (with a sample size of about 12,500) and the fall survey collects data in November and December for the May to October reference period (with a sample size of about 9,200).  The following table illustrates some of the area data from the 2008 spring survey, released July 14, 2008.
Table 4: Selected PEI Fruit and Vegetable Areas from the Spring 2008 Fruit and Vegetable Survey

	Crop
	Land area (hectares)

	Fruit
	Cultivated
	Bearing

	Blueberries1
	3,845
	1,659

	Strawberries
	91
	73

	Raspberries
	12
	10

	Grapes2
	8
	8

	Plums and prunes 
	2
	2

	 
	 
	 

	Vegetables
	Planted
	Harvested

	Carrots3
	320
	320

	Rutabagas and turnips
	223
	223

	Cabbage4
	89
	89

	Pumpkins
	32
	32

	Sweet corn
	28
	28

	Beets
	20
	20 

	Broccoli
	 20
	20 

	Lettuce5
	14
	14

	Parsnips
	14
	14

	Beans, green or wax
	12
	12

	Cucumbers
	8
	8

	Squash and zucchinis
	4
	4

	Asparagus
	2
	2

	Spinach
	2
	2

	Tomatoes
	2
	2

	
	  
	

	1 includes low bush and high bush
	
	

	2 includes table and wine grapes
	
	

	3 includes baby carrots and regular carrots
	
	

	4 includes chinese cabbage and regular cabbage
	
	

	5 includes leaf and head lettuce
	
	

	Source: Fruit and Vegetable Production, June 2008, Statistics Canada, catalogue no. 22-003-X 


The Potato Area and Yield Survey, as the name suggests, is a survey that is conducted to gather information particularly about potatoes.  The target population includes all potato farms in Newfoundland and Labrador, Nova Scotia, Prince Edward Island, New Brunswick, Manitoba, Saskatchewan, and British Columbia except those on Indian Reserves and institutional farms.  The Census of Agriculture provides a list of farms and their potato area.  This list is updated annually from various available sources.  The list frame is stratified on the basis of Census potato area and provincial geography.  For 2008, 120 potato farms in Prince Edward Island were included in the sample.  The survey is conducted twice per year.  In June, data is collected for seeded area.  The yield portion of the survey is conducted in October to confirm area planted and to ask for area harvested and production. Operations that had reported no potatoes in June are not contacted on the second occasion. 

Table 5: Recent PEI Seeded Area Estimates from the Potato Area and Yield Survey  

	Year
	Seeded area (hectares)
	Coefficient of variation (%)

	2006
	38,315
	4.01

	2007
	33,746
	3.62

	2008
	35,438
	4.56

	
	
	

	Source: Potato Area and Yield Survey


Information from the Potato Area and Yield Survey, the Farm Product Prices Survey, the Survey of Fruits and Vegetables is used in conjunction with information from surveys conducted by certain provinces themselves (Québec, Ontario, Alberta), as well as administrative information, to publish the Canadian Potato Production bulletin three times per year (July, November, January).  The first issue in each volume provides preliminary information on the new crop year, and subsequent issues may revise the estimates based on additional information.  The table below shows PEI potato areas for selected years:
Table 6:  Estimates of Canadian Potato Production
	Year
	PEI Potato Land area (hectares)

	
	Vol.4, no.1 (Jul 2006)
	Vol.4, no.2 (Nov 2006)
	Vol.4, no.3 (Jan 2007)

	
	Seeded
	Harvested
	Seeded
	Harvested
	Seeded
	Harvested

	2006
	39,256
	..
	39,256
	38,366
	39,256
	38,527

	
	
	
	
	
	
	

	Year
	Vol.5, no.1 (Jul 2007)
	Vol.5, no.2 (Nov 2007)
	Vol.5, no.3 (Jan 2008)

	
	Seeded
	Harvested
	Seeded
	Harvested
	Seeded
	Harvested

	2006
	39,256
	38,527
	39,499
	38,770
	39,499
	38,770

	2007
	39,054
	..
	38,851
	38,851
	38,851
	38,851

	
	
	
	
	
	
	

	Year
	Vol.6, no.1 (Jul 2008)
	Vol.6, no.2 (Nov 2008)
	Vol.6, no.3 (Jan 2009)

	
	Seeded
	Harvested
	Seeded
	Harvested
	Seeded
	Harvested

	2006
	39,499
	38,770
	39,499
	38,770
	39,499
	38,770

	2007
	38,851
	38,851
	38,851
	38,851
	38,851
	38,851

	2008
	37,637
	..
	37,435
	36,018
	37,435
	36,018

	
	
	
	
	
	
	

	.. data not available for specific reference period

	Source: Canadian Potato Production, Statistics Canada, catalogue no. 22-008-X


The examples of crop and land area estimates that come from the sources mentioned above share some properties.  For the most part, the data is collected by census or survey directly from the farm operator (in some cases, a portion of the input data is derived from administrative sources).  This has a number of consequences.  Aside from the sampling error (except in the case of the Census of Agriculture), there may be reporting error.  In addition, there is the burden placed on the sampled farms to respond to the surveys, often at times of the year when they are quite busy.  This somewhat “goes with the territory” as surveys of this nature are usually timed to collect the information when the data being requested, whether about planting intentions, areas seeded, amount harvested, etc., are “at hand”, that is, the event being asked about is taking place, nearing completing or has just ended.  Even in the case of just-ended events, though, farmers are typically engaged in the next activity, so there is never really a good time (i.e., when they are not quite busy) to survey them during the growing season.  This brings up another point related to reporting, namely, timeliness.  The in-season surveys typically have quite short collection periods and attempt to be in the field at a certain time.  The goal is to get the data and produce the estimates while they are still timely and relevant.  Given the weather dependence of crop production, the planned field dates may be too early or too late given the conditions in a particular part of the country, and there is only a little scope to advance or delay field collection dates since interviewers are tightly scheduled.  There will normally be only a few days “play” to accommodate anomalies.  
Also, on the topic of reporting and the desire for timeliness, some of the surveys are scheduled to get an “early look.”  One example is the planting intentions survey conducted in March.  By definition, the data collected here are somewhat subjective since farmers may not have firmly made up their minds on exactly what they will plant or how much.  Even on the later surveys, when the crop is “in the ground”, there may be some subjectivity as farmers may offer a conservative estimate of the eventual harvest on the mid-season report, and this tendency may persist even at the last report if the harvest is not quite done.  Also, there is anecdotal evidence to suggest that some farmers are of the opinion that revealing their true planting intentions or the true size of their harvest will work against them by having the market react with lower prices for the commodity they have decided to raise if the numbers indicate that the supply will be plentiful. This opinion seems to persist despite studies in the US and Canada showing that the reaction of markets to the release of crop report data from statistical agencies is random, with prices rising as often as they fall. 
The PACS project showed that objective, high precision, timely, cost-effective estimates of crop area and land cover can be produced with no burden on farmers.

2.3 PACS Overview
The main goal of the project was to successfully develop a Potato/Agricultural land area estimate and classification system to be delivered to management of the PEI Department of Agriculture, for each of the crop seasons 2006, 2007 and 2008.  Specific project deliverables included the following:

· Generate area and precision estimates of potatoes in Prince Edward Island for each crop season using agricultural field data collected from a statistical sample;

· Generate area and precision estimates of total agricultural land in Prince Edward Island for each crop season using agricultural field data collected from a statistical sample;

· Generate a  province-wide land-cover/crop classification map for potatoes, cereal grains, forages, other crops and other non agriculture land cover, based on the analysis of  multi-date, medium resolution satellite data acquired for each crop season;

· Using  potato data derived from analysis of satellite imagery and potato data collected on a sample basis from aerial and fieldwork, generate area and precision estimates of potatoes in Prince Edward Island using a regression estimator;

· Generate omission/commission tables (i.e., confusion matrices) of the land-cover/crop classification for principal agriculture classes;

· Prepare a report providing an outline of the general methodology, results and recommendations.
The approach taken by the project was to combine a statistical sample design, aerial observation and photography, ground-based observation and satellite imaging observation.  The fieldwork was conducted starting around the end of July and continued into the early part of August.  Given the interest in the potato crop in PEI, this is an ideal time since most potato fields on the Island are in flower, making identification easier and more accurate.   Satellite images were acquired at several points during this same time period.  The output of the combination of these techniques is a complete classification of the land area. 
2.4 PACS Sampling Methodology

The sample design involved having the province delineated into Universal Transverse Mercator
 (UTM) rectangular cells and a sample of these cells was selected using stratified one-stage sampling.  For the 2006 growing season, the cells were 2 km x 3 km in size.  In 2006, the stratification variable was the percentage of agricultural land within the cell in 2000, and the population of 1,217 cells covering the province were divided into 6 strata.  A total of 147 cells were selected to be in the sample.  Thus, the sample covered approximately 882 km2 or approximately 15.6% of the total land area of PEI (5,661.71 km2).  In the 2006 design, the sample was distributed so that approximately equal numbers of cells were selected into the sample from each stratum.  This produced variable sampling fractions since the stratum sizes varied.  
In 2007, the sampling design was changed, primarily in an attempt to reduce field collection costs without jeopardizing the precision of the estimates.  Several options were considered for the cell size (1 km x 1 km, 1 km x 3 km and 2 x 3 km), and the 1 km x 1 km cell size was selected for use, with 6,546 being needed to cover the province.  The stratification variable was also changed for 2007 – the average area of potatoes in 2000 and 2006 within the cell was used to create 5 strata.  The 360 cells included in the sample meant that the sampled cells covered about 360 km2, or about 6.4% of the land area.  In the 2007 design, the sample size per stratum was not constrained to be equal, rather an optimal allocation was used (stratum sample size proportional to variance of the potato area within the stratum).  The choice of a smaller size for the cells and selecting fewer of them, as noted above, was intended to reduce field collection work and avoid some problems encountered in previous years.  This change in design also led to workload reductions in preparation for the fieldwork, data capture and in the quality assurance activities. 
For 2008, the design was again changed slightly, to employ 1 km x 2 km cells, with a population of 3,387 cells being required to cover the province.  The stratification variable was again changed, this time reflecting the average percentage of the cell area that was agricultural land in 2006 and 2007.  Again, as in 2007, five strata were created and a sample of 202 cells was selected, so that approximately 404 km2 or about 7.1% of the total land area of the province was covered by the selected cells.  Also like 2007, the allocation of the sample to the strata was done proportionally to the variance (of the stratification variable) within the stratum, but in 2008, the sampling weight was constrained to be no greater than 30 in any stratum.  Thus, in the most homogenous stratum for example, the calculated (unconstrained) sample size would have been four in 2008, producing a sampling weight of about 142, but this was adjusted to a sample size of 19, with associated weight of 29.95.  In contrast, in the 2007 design, sampling units in three of the five strata had sampling weights in excess of 30 (the three largest weights were 31.56, 52.55 and 206.50).  The 2008 design was basically a compromise design based on the lessons learned in 2006 and 2007, which attempted to combine the benefits of larger cell size (more fields per cell resulting in efficient collection and reduced travelling time) but avoid the drawbacks of “too large” cells (excess heterogeneity with a cell and having to pass over the cell many times which is not efficient or pleasant for the aerial team or citizens on the ground).  The ability to view the fields within a cell was not affected by the cell size since generally speaking, the larger the cell, the more public roads it included, so that in all three years, about 70% of the fields could be adequately seen from the roadside.  
The sample design of the ground truth data collection for each of the three years of the PACS project is shown below in Table 7.  The evolution of the design over the three years reveals the efforts made to home in on an efficient design.  Figure 1 indicates the location of the selected cells in 2008.  This gives an idea of the coverage achieved with the sampled cells, including the fact that some cells are selected in the urban areas of the province.
Table 7: Summary of PACS Sample Designs for Ground Truth Data 

	Design Aspect
	Year

	
	2006
	2007
	2008

	Sample unit (cell) size
	2 km x 3 km
	1 km x 1 km
	1 km x 2 km

	Number of cells to cover province
	1,217
	6,546
	3,387

	Sample size (number of cells)
	147
	360
	202

	Total area in sample (km2)
	882
	360
	404

	Number of fields in sample cells
	4,700
	5,230
	4,273

	Portion of province in sample (%)
	15.6
	6.4
	7.1

	Number of strata
	6
	5
	5

	Stratification variable(s)
	Total area in potatoes, grain, hay and pasture in 2000
	Average % of area in potatoes in 2000 and 2006
	Average % of area in agriculture      in 2006 and 2007

	Allocation of sample to strata
	equal
	proportional to variance 
	proportional to variance

	Largest sampling weight
	29.4
	206.5
	29.95


Figure 1: The Cells Selected in the 2008 Sample.
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2.5 Field Data Collection 

All agricultural fields and land-cover had to be identified and located correctly within each of the selected sample cells.   The field data were collected using a combination of aerial and ground surveillance and the collection was conducted during the last week of July through early August.  It is during this time in the summer that identification of most crop types by airplane or from the roadside is easiest.  This is because most potato fields in PEI have reached the flowering stage, cereal grains are approaching the ripening stage, and many of the hay fields have undergone a first cutting, all of which leave unique or distinguishable markings and field characteristics.

For the 2006 project, the ground data was collected almost exclusively by aircraft.  In contrast, however, for 2007 and 2008, the strategy was to collect as much field data as possible from the roadside first.  Missing fields which were inaccessible by roadside were covered by aerial surveillance.  Any fields not identified with certainty by aircraft were also re-visited by roadside.  As a time-saving measure in 2008, a strategy was developed whereby it was decided in advance which cells would be visited first by car, using the road network and number of fields as criteria.  Specifically, cells were not pre-selected for roadside collection if the cell was not well served by roads (meaning that observation would be difficult or of poor quality) or if there were a very small (e.g., only 3 or 4)   number of agricultural fields in the cell (meaning that it would be much more efficient to make a pass over the cell by air).  These low field count cells occurred when a sampled cell fell in a forested area or straddled the shoreline.  This strategy resulted in about 85% of the total number of sampled cells being identified in this way.  Within most of these cells approximately 70% of the fields were usually visible from the roadside, so that only 30% of them required enumeration by aerial surveillance.
In preparation for the 2008 ground data collection, paper prints of all sampled cells (SU’s) were prepared using spring/summer 2007 or spring 2008 multi-spectral SPOT 5 10-metre resolution satellite imagery.  Using GIS, field boundaries that were generated by the PEI Department of Agriculture for the 2001 agriculture layer project were updated with new field boundaries.  These new boundaries were visible from the summer 2007 and/or spring 2008 satellite imagery.  In 2008, a total of 202 hard-copy images were prepared, one for each of the 202 1 km x 2 km cells in the sample, and the respective boundaries of all fields were drawn.  Roads from the National Road Network (available at no cost in digital format at www.geobase.ca) were also added.  These satellite image products also included a land-cover/crop type identification key, which was used to record the land-cover or crop.  An overview smaller scale image showing the surrounding region was also included with each image product.  This overview image was useful to help locate the target SU from the roadside.  
Figure 2: Example of the Documentation Used in the Fieldwork
[image: image1.emf] 


2.6 Aerial Surveillance

A small aircraft (Cessna 172 High-Wing Float Plane) was used to observe the fields contained within the selected cells.  Typical flying elevation during the aerial observation was approximately 200 to 300 metres.  Surveillance was primarily done on a visual basis, and results recorded during the flights, in real time.  Photographs were also taken from the air, using a hand-held digital camera
.  The photographs were used to check and confirm the results during preparation of the estimates.  This was especially useful in 2006 when the proportion of data collected by air was higher.  As noted earlier, aerial data were collected in the period covering the end of July to early August, when stage of growth and other conditions present the best opportunity for positive identification of the fields.  In 2008, the aerial work was completed between July 28 and August 3, took 14.8 flying hours and was carried out by one RSGA staff member.  This figure represents a reduction from the 2006 and 2007 required flying times, which amounted to 30 hours in 2006 and 20 hours in 2007.  The paper documentation described above was used on board the aircraft to record the field information observed during the flights.   The information was digitized shortly thereafter.  
2.7 Ground Surveillance
Fields within the selected cells were also observed from the ground, using vehicles that kept to established public roads.  In this way, no burden was placed on the agricultural operators.  The roadside data collection took place in 2008 during the period from July 23rd to July 29th.   In 2008, RSGA used two (2) GIS-based global positioning system (GPS) software and hardware devices during the field campaign.  These tablet PCs with the ESRI ArcPAD system were used by both field crews for the aerial and the ground work.  Essentially the ArcPAD system was used to assist ground crews to precisely locate the cells selected in the sample.  From the ground, the ArcPADs were also used to directly collect the field data in numeric format, and, using the GPS device, to ensure that the information was collected for the correct field.  The time required for the roadside ground surveillance in 2008 was about 50 person-hours, and was carried out by two RSGA staff members.

Since the ArcPad system can be rather cumbersome to manipulate in the airplane, field data information was captured on the paper documents as in previous years and converted to digital format shortly after. 
In 2008, for a small number of fields, no data was collected either from the aerial surveillance or the roadside observation.  For these few missing fields (approximately 100, or just over 2% of all fields in 2008), crop type information was imputed by interpreting the information in summer 2008 satellite data.  In 2007, data were acquired for all fields, although 70 of the 360 sampled cells that year were observed only by air.  In 2006, all fields within all 147 sampled cells were enumerated by aerial surveillance and following that, those fields which were identified with less than 100% confidence from the aircraft were verified by roadside observation.   

2.8 Preliminary Estimates

In all three years, once the ground and aerial data were collected, the digitization of field boundaries, which was done in preparation for the ground and air data collection, was completed for each of the cells in the sample (202 in 2008, 360 in 2007, and 147 in 2006).  Current season satellite imagery was used in each year as a backdrop to assist in the boundary determinations.  The total area for each crop within each field was then computed for each cell.  Using the areas computed for each cell in the sample, weighted-up estimates of the total potato area and the total agricultural land area were prepared for the province as a whole, including estimates of precision (coefficients of variation).  These estimates were available just a few days after the completion of the ground and aerial data collection – in 2008, this meant early August.  
Table 8: PACS Preliminary (weighted) Estimates of Potato and Total Agricultural Area
	Year
	Potato Area (hectares)
	Coefficient of Variation (CV)
	Total Agricultural Area (hectares)
	Coefficient of Variation (CV)

	2006
	38,350 
	6.1%
	182,462
	2.7%

	2007
	35,666
	9.1%
	187,371
	5.4%

	2008
	33,144 
	7.7%
	193,986 
	2.3%


These weighted estimates based on the ground and aerial data collection were available in August in each of the project years.  The estimates for total agricultural area have quite good precision (low CV) and the 2006 PACS estimate is quite close to the 2006 Census of Agriculture estimate of 182,374 hectares (the sum of land in crops, tame or seeded pasture, fallow shown in Table 2, above).  On the other hand, while the CVs associated with the potato estimates are reasonable, given the importance of this crop in the province, it was desired to improve on this level of precision.  This is discussed later in the paper.
2.9 Province-wide Land-cover/crop Classification
In addition to the very timely estimates of potato area and total agricultural land area, the other main component of the PACS project each year was to produce a complete land cover and crop classification for the entire province.  In order accomplish this, additional satellite imagery analysis was combined with the ground and aerial data, using statistical techniques.  An additional benefit is the refinement of the potato area estimate, resulting in a much more precise value.

Given the different vegetation occurring in PEI, in order to maximise the reliability of land cover and crop type identification using satellite data, it is preferable to acquire multispectral imagery (visible and infrared channels) and it is desirable to have images from two periods: end of spring (i.e., late May to early June), and middle of summer (i.e., end of July to mid-August).  The early season imagery is used to separate perennial forage (hay/alfalfa), pasture and grassland fields from later season cultivated (seeded) annual crops (such as potatoes, cereals, soybeans, and vegetables, etc.).  Because of the nature of the image spectral data, and the likelihood of spectral data overlap between some of the cropland classes, the aim was to acquire these data at the “peak” or “heading” crop development stage.  In a normal PEI crop season this would occur in late July or early August.  During this time, the majority of potato fields will have already reached the flowering stage and also have a complete vegetative canopy cover.  This crop structure and crop canopy pattern gives the potato crop a unique “spectral signature” which helps to separate potatoes from other crops.  Of course, another highly desirable characteristic is that the image data be cloud and haze free.

From an operational crop classification perspective, and in terms of imaging sensor characteristics (i.e., spectral range, spatial resolution and spatial coverage), satellite data acquired from the SPOT and/or Landsat satellite series are considered the most attractive.  

In each of the three years of the project, a total of nine images were acquired and processed.  For the 2008 work, the images consisted of three Landsat 5 TM (30m spatial resolution) scenes, two SPOT 4 (20m) scenes and four SPOT 5 (10m) acquired during the 2008 crop growing season between May 15, 2008 and August 18, 2008.   Figures 3.a and 3.b shows the different satellite images which were acquired in 2008 with their geographic coverage and the image acquisition dates.  The same three sources were used in 2006 and 2007 although the number of scenes from each source, and the acquisition dates, varied. 
Each of the image scenes provide different and unique properties (i.e., spectral, spatial, radiometric, multi-temporal and geographic) which must be accounted for during the land-cover image classification process.  Extensive and chronic cloud cover over the eastern portion of PEI throughout the summer of 2008 resulted in the purchase of several images in this region of the province (see Figure 3.b).  In fact, as it turned out, none of the summer scenes in the eastern part of the Island were cloud free.  Consequently, the quality of the image classification in these clouded regions was affected.  Table 9 summarizes the timing and quality of the images used in 2008.
Figure 3.a: Spring 2008 Satellite Imagery Acquired
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Figure 3.b: Summer 2008 Satellite Imagery Acquired
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Table 9: Summary of PACS Image Acquisition and Quality
	Year
	Season
	Source
	Acquisition 

date range
	Quality

	
	
	Landsat 5
	Spot 4
	Spot 5
	
	

	2006
	Spring
	1
	0
	2
	May 09 – May 30
	Some haze in west

	
	Summer
	1
	3
	2
	Jul 11 – Aug 17
	Some haze in central; cloudy in east

	2007
	Spring
	0
	0
	4
	May 9 – Jun 03
	Some cloud in east

	
	Summer
	2
	0
	3
	Jul 15 – Aug 10
	Some cloud in east, west; some haze in central

	2008
	Spring
	1
	1
	2
	May 15 – Jun 13
	Some cloud & haze in east

	
	Summer
	2
	1
	2
	Jul 17 – Aug 18
	Cloudy in east


Upon receipt of the satellite imagery, after creating the project database(s), each satellite image underwent a quality check.  This analysis included a verification of each scene for geographic coverage and checking image channel overlays, bad data lines, and scene radiometry.  All images were then ortho-rectified to a common geographic map projection (UTM zone 20).  This was completed using PCI Geomatica Orthoengine software using ground control points acquired from a Digital Elevation Model (DEM) and a national road network file acquired from the Geobase website (source: http://www.geobase.ca).  Areas of cloud, cloud shadow and significant haze were then delineated (automatically or manually) to ensure that the classification algorithms did not use these areas for classification.

Cloud-free spring and summer SPOT and Landsat 5 image channels were used to maximize the spectral content of the imagery which ultimately helps the classification algorithm distinguish different land-cover/crop types.  Both Landsat 5 and the SPOT 4 images were resampled to 10m spatial resolution to match the spatial resolution of SPOT 5 image data.
Image classifications were performed on a scene by scene basis, rather than processing a province-wide mosaic consisting of several merged images.  Figure 4 shows the three land-cover classification regions for 2008 and corresponding images which were processed separately.  
Figure 4: Regions Created in 2008
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Once the land-cover/crop data within each of these regions were quality checked and finalized, the data was merged across the province.  In 2007, four regions were created for the classification exercise and in 2006, six were used.
For each crop type, training sites were randomly selected from 50% of the individual study fields, that is, the fields for which “ground truth” data were collected by roadside and aerial collection in the first part of the study.  Testing sites were selected from the remainder of the study fields (i.e., training and testing areas were not located in the same fields).  There was also no overlap between the training and testing pixels.  The image pixels used for training were usually chosen from the interior of a field without using pixels along field boundaries.  This was done to reduce contamination from mixed pixels (e.g., a pixel that contains a mixture of land cover).   In 2008, 2,137 fields where ground truth data had been collected were used for training the classification algorithm and the remaining 2,136 were reserved for testing.  In 2007, the corresponding figures were 2,650 fields each for training and testing and in 2006, there were 2,350 fields each for training and testing,
A standard per-pixel classification was performed using a Decision Tree (DT) approach.  Decision boundaries for multivariate DTs are defined by combinations of features and a set of linear discriminate functions are applied at each test node.  Decision boundaries and coefficients for the linear discriminate function are estimated empirically from the training data.  DT methodologies permit the integration of disparate geospatial data and, unlike maximum likelihood classifiers, the DT approach does not make any assumptions regarding the statistical distribution of these data.  

Once the land-cover data was generated, an image was segmented into object polygons using Definiens (formerly eCognition) software.  A majority (or mode) filter was then applied to the polygon classification to remove extraneous misclassified pixels, fill holes and “clean” the output classification file.  The classifications were visually assessed against the PACS verification data, which were acquired during the field data collection (roadside and aerial data gathering).  A further step in the post-processing work involves computing classification error-matrices to determine inter- and intra-class errors. 
Figure 5: Final Land Cover Classification Map Produced in 2008
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The “cleaning” mentioned earlier refers to the step taken in cases were there was a very small area within a field that was correctly classified but was clearly an anomaly within that field, such as a small patch of weeds or a puddle of water.  In order to improve the presentation of the map, these very small areas were classified to match the classification of the field.   
2.10 Accuracy of the land cover classification

Once the land-cover classifications were accepted as final, a representative set of known pixels, or class “evaluation” sites were used to compute classification accuracy.  These evaluation sites were used to generate confusion matrices. The number of correctly classified pixels, expressed as a percentage, was computed for each class.  

As a standard practice of remote sensing land-cover studies, for 2008 PACS, 50% of the total number of ground “truth” fields (e.g., 2,137 fields in 2008)  were used for “training” the classification algorithm, while the remaining  50% (2,136 in 2008) were used for assessing the classification results.  The 50% selection process was made randomly.  During the classification process, which is an iterative process that generally took about three steps in this project, additional training pixels were added in areas where misclassification was higher.  This was not always possible in the less common classes.
Generally, the proportion of “correct” classification was quite high, between 90% and 99% for most agricultural land classified in each of the three years.  Some classes were more problematic, such as the “other crops” class and the “fallow” class.  Also, as previously mentioned, in 2008 the eastern part of the province was relatively cloudy and this reduced the accuracy rate in that region, which in turn had a downward effect on the overall classification accuracy rate at the province level.  Table 10 shows the final overall classification confusion matrix from 2008. 
Table 10: Classification Accuracy in 2008
	
	% of areas in Class classified to:

	Agriculture
Class 
	Potatoes
	Grain
	H/P/F/G1
	Corn
	Soybeans
	Other crops 
	Fallow
	Canola
	Other2

	Potatoes
	87.0
	2.9
	7.4
	0.3
	1.9
	0.1
	0.0
	0.0
	0.3

	Grain
	0.4
	88.0
	10.0
	0.1
	0.5
	0.1
	0.0
	0.0
	0.9

	H/P/F/G1
	2.0
	3.8
	93.5
	0.1
	0.2
	0.0
	0.0
	0.0
	0.4

	Corn
	0.8
	7.8
	8.3
	82.3
	0.6
	0.0
	0.0
	0.0
	0.1

	Soybeans
	6.6
	1.4
	8.3
	0.7
	82.6
	0.3
	0.0
	0.0
	0.2

	Other crops 
	6.0
	4.8
	25.5
	0.1
	0.7
	60.4
	1.6
	0.0
	0.8

	Fallow
	4.2
	0.3
	21.4
	0.0
	0.0
	0.0
	74.1
	0.0
	0.0

	Canola
	1.9
	4.4
	0.8
	0.3
	8.4
	0.1
	0.0
	84.2
	0.0

	1 Hay/Pasture/Forage/Grass

	2 Other non-agriculture classes


2.11 Improving the Potato Area Estimates 
The potato area estimates were of great interest to the sponsors of the PACS project, so additional efforts were made to achieve a high degree of precision.  To combine the strengths of the ground truth data (the data collected by roadside and aerial observation) which was collected for only a portion of the province (e.g., about 7.1% in 2008; see Table 7) and the satellite image data which was collected for the entire province, a regression estimator was used.
This method involves the use of auxiliary information to adjust a weighted estimate.  Collecting field data is a costly procedure, and to collect field data across the entire province would have been prohibitively expensive.  As such, the field data for PACS was collected on a sample basis as described earlier.  Satellite image-derived crop classification data, on the other hand, is relatively inexpensive to acquire – as it can be generated across the province covering all units of the statistical population.  Since it is expect that these two sources of information would be highly correlated, a regression estimator is an appropriate statistical estimation approach for PACS.

The auxiliary data source is the number of potato pixels classified from analysis of the satellite imagery.  Strictly as a preliminary “early indication” of potato area, the total number of classified potato pixels across the province are totalled and converted into area estimates.  However, this direct conversion approach does not take into account any inconsistencies in classification performance within and between satellite images, resulting in a bias.

Instead, 50% of the selected sample (i.e., 101 cells in 2008) was used to “train” the classification algorithm, which was then used to interpret and process the satellite imagery – leading to a land-cover/crop classification which covered all units of the population.  The other 50% of the sample is used to build a weighted estimate.  The technique used the same general approach that was used to produce the initial weighted estimate, but the quality of this initial estimate was expected to be lower since only 50% of the sample was used.  However, the auxiliary information (i.e., classification data) can then be used to refine the estimate, and greatly improve its precision.   In 2008, 13 of the 101 cells were cloud covered and so were omitted, leaving the remaining 88 for use in the regression calculations.  It should be noted that for these calculations, the data used did not include adjustment due to the “cleaning” step mentioned earlier, since for potatoes, a high degree of precision was desired and since the very small anomalous areas (such as a small weed patch) would likely reduce the potato harvested area, these small areas were not treated as potato area.  Figure 6 shows the regression fitted for the potato area in 2008. 

Figure 6: Illustration of correlation between ground truth and satellite classification 
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Table 11 shows the final land area classification for each of the years of the PACS project. The coefficients of variation for the potato area estimates were: 2006: 1.6%; 2007: 3.4%; and 2008: 1.9%.  It can be seen that these CV values are quite a bit better (lower) than those associated with the preliminary estimates (see Table 8). 
Table 11: PACS Land Area Classification
	Classification

Category
	2006
	2007
	2008

	
	hectares
	hectares
	hectares

	Potatoes
	38,700
	40,200
	37,500

	Grains
	59,700
	67,000
	53,100

	Hay/Pasture/Forage/Grass
	168,900
	156,400
	175,800

	Corn
	1,700
	2,200
	3,700

	Soybeans
	2,700
	4,300
	6,300

	Canola
	na
	na
	600

	Fallow
	1,700
	800
	200

	Other Crops
	1,600
	4,000
	1,500

	Forest
	277,700
	276,700
	273,100

	Urban/bare soil
	13,500
	14,600
	14,400

	

	Total (CEAG)
	566,200
	566,200
	566,200


3. Discussion of the PACS Project and Results
The weighted estimates of area can be produced only a few days following the field data collection.  In each of the years of the project, the potato area estimate produced this way had a relatively high CV, while the total agricultural area estimate was more accurate.   In 2008, using agricultural land as the stratification variable – particularly an average over two consecutive years – appears to have generated a much more robust design.

Since the other aspect of the project was to produce a land cover classification of the entire province using satellite data, the data extracted from the images could be combined with the ground truth data to produce much more precise area estimates.  Given the economy of the Island, this was especially important for potatoes.

As shown in Table 12, the PACS estimates of potato area were similar to the other sources, but were available sooner.  The PACS estimates also had very good precision (low CV) and had the advantages of providing objective estimates with no reporting burden placed on farmers.
Table 12: Comparison of several PEI Potato Area Estimates
	Estimates of PEI Potato Area (hectares)

	Estimate
	2006
	2007
	2008

	
	Seeded
	Harvested
	Seeded
	Harvested
	Seeded
	Harvested

	PACS1
	38,700
	
	40,200
	
	37,460
	

	Census of Agriculture2
	39,512
	
	
	
	
	

	22-008-X3
	39,499
	38,770
	38,851
	38,851
	37,435
	36,018

	

	1 Potato/Agricultural Land Area Estimate and Classification System study, released in September each year

	2 Released May 16, 2007

	3 Canadian Potato Production, figures from issue no. 2 each year, released in November each year


While producing a land-cover classification using cloud-free imagery is accurate and relatively straight-forward, it becomes more difficult and time consuming to use cloud-covered images.  This was the case for the eastern portion of the Island in 2008.  Five images had to be used to be able to map this portion of the province (versus two or three in the other years), and results were still considerably inferior compared to what was expected based on 2006 and 2007 results.  The accuracy for the potato class was at only 73% in the east in 2008, while it is generally between 95% and 97% under optimal conditions. In the west and central portions of the province accuracy rates of 95% and 96%, respectively, were achieved in 2008.  In 2006 and 2007, accuracy rates around the mid 90% range were obtained in the east.
The 2008 land cover map was therefore expected to contain more errors east of Charlottetown.  It was the mid-summer image that revealed most of the information for the classification, and some of the land only had spring imagery for use in the determination of the land cover of each field.  Classification accuracy is also reduced if haze is present, as was also the case for some large portions of the images in 2008.  Even though crop growth in many regions of the province was lagging a few days behind normal in 2008, the first two weeks of August was found to be ideal for the mid-summer image acquisition.  This timing was been substantiated each year of PACS. 

During the project, multispectral SPOT 5 at 10 metre spatial resolution was found to be the best option for the land cover/crop classification work; especially in regions where fields are relatively small (average of 4 hectares per field in PEI).  Although this image product is relatively expensive, only the cloud free portions of the imagery over land are charged.  SPOT 4 at 20 metre spatial resolution is an interesting substitute, but field boundaries are not clearly defined.  The main advantage with Landsat TM imagery is the large geographic coverage per image compared to SPOT (i.e., 185 x170 km, compared with 60 x 60 km for SPOT).  Landsat acquires imagery continuously but has a repeat cycle of 16 days, while the SPOT satellites, with sensor steering capability and variable viewing angle, can acquire imagery much more frequently.  Unlike Landsat, SPOT has an advantage in that the image data is made available by programming the satellite.  This programming is done by the satellite image provider on behalf of the client.  However, conflicts between other priorities and conflicting programming requests made by other users often reduce the number of image acquisitions within the desired acquisition windows.
The 2008 sample design gave very satisfactory results.  The assumptions made at the beginning of the year about the size of the sampling units, the stratification variable to use, the size of the sample and the sample allocation per stratum produced excellent results as expected.  The improvements made from the 2006 and 2007 strategies resulted in a reduced amount of field work and data processing effort, which resulted in lower probability of errors and  sped up the production of the estimates.  If a similar project is planned in the future, the 2008 sample design strategy would be recommended, at least as point of departure.
4. Other Applications of a PACS-type Approach
The methodology of the PACS project could easily be applied in other jurisdictions, for example other Canadian provinces, other countries, etc. to produce a timely and accurate land cover classification and area estimates for crops that are of special interest to that jurisdiction (like potatoes are to PEI).  Some issues would need to be considered, however.  In a much larger jurisdiction, the larger land would require more careful planning of the field data collection (roadside and aerial data gathering) and perhaps some compromises made on the quality (e.g., smaller relative sample).  Even then, costs for this portion of the project would be higher, perhaps much higher, if only due to increased travel cost and staff time. The costs to acquire the satellite imaging would not likely be affected as much.  However, with a very large area to cover, the probability of image quality problems would increase (the likelihood of clouds somewhere could be quite high) and the time period needed to collect all the images needed could be longer, which could also contribute to increased costs.  A very large area, unless quite “narrow” in terms of the agriculture and other land use, could also mean a greater diversity of land and crop cover, perhaps necessitating a greater number of classes to meaningfully portray the jurisdiction.  This could lead to greater difficulty, or at the least extra effort and work, in the classification process and possibly lead to higher costs and perhaps affect the quality of the results (perhaps more misclassification if there are many plausible choices during the interpretation of the images).   A greater diversity of agriculture could also necessitate using more and longer collections periods for both parts of the collection (ground data and image acquisition), since more and varied crop types may require stretching the periods in order to catch the crop at its optimal time when its “signatures” from the roadside, from the air and from space are most distinctive, allowing more confident identification.     
The feasibility of covering a larger area using a combination of ground truth and satellite data is well illustrated by the US Department of Agriculture National Agricultural Statistics Service’s (USDA/NASS) successful Cropland Data Layer product. This work uses the USDA’s Farm Service Agency (FSA) Common Land Unit data as ground truth and Resourcesat-1 AWiFS satellite data as the source for the remote sensing data.  The FSA administers and manages farm commodity, credit, conservation, disaster and loan programs (as laid out by the U.S. Congress) through its very large network of federal, state and county offices.  Thus, the FSA administrative dataset is large and has comprehensive coverage of crops covered by programs.  The labour saved by using this data is balanced by the fact that it is not a true probability based sample.  The dataset is split into two separate halves, with one being used to train the classifier and the other used for testing, assessment and validation. The AWiFS sensor (Advanced Wide Field Sensor) resolution is 56 metres and has a 740 kilometre swath width, providing the coverage necessary to image large Midwestern states in a single pass.  Segment boundary and summary data are obtained from the June Agricultural Survey (JAS), a large (approximately 41,000 farms) probability survey gathering information on area planted or intended to be planted and the area expected to be harvested.  The JAS data are used in building the regression model estimate. Other ancillary data, such as the National Land Cover Data set are used to improve classification accuracy.  The Cropland Data Layer shows that the general methodology used by PACS can be used to cover large areas.
The results generated from the PACS project have other applications as well as simply producing accurate area estimates and land cover classifications.  In the case of PEI, there is legislation, the Agricultural Crop Rotation Act, and its associated regulations, which has as its purpose to: a) maintain and improve surface water quality by reducing run-off and soil erosion; b) maintain and improve groundwater quality; c) maintain and improve soil quality; and d) preserve soil productivity.  The basic requirements are that a “regulated crop
” can be grown in a field no more frequently than one year in three and that regulated crops may not be grown on land with a slope greater than 9% unless grown under an approved Management Plan.   With data such as produced by the PACS project, it is possible to calculate, for example, the percentage of potato fields in a given year that were not planted in potatoes in either of the previous two years, in other words, statistics that would help to illuminate the degree of compliance with the Act.   As an illustration, using data from two years of the PACS project, it is estimated that about 6% of the area planted in potatoes in PEI in 2007 were again found to be in potatoes in 2008.
While not the primary purpose of the PACS project, the type of methodology used in the project could contribute to the refinement of the rural and urban areas of a jurisdiction.  As can be noted from the material presented above, the PACS project classified about 14,000 hectares of the province of PEI as “urban/bare soil”.   Using one approach to “urban”, this compares to the land area of the province contained within Census Metropolitan Area/Census Agglomeration (CMA/CA) boundaries (PEI only has CAs and there are just two of them), which in 2006 was about 82,000 hectares or nearly 6 times the PACS estimate.  As large as this ratio is, it is not as high as it could be since the PACS estimate includes some area classified to “urban” outside of the two CAs.  Taking only the area within the Census boundaries of the cities of Charlottetown and Summerside, the land area according to the Census was about 7,200 hectares, again showing that the CMA/CA areas contain a lot of territory that many would not call “urban.”  According to the 2006 Census, there were seven “urban areas” (population of at least 1,000 and a population density of at least 400 persons per km2) in PEI, covering a land area of about 10,155 hectares.  This and the PACS “urban” value of about 14,000 hectares seem reasonably coherent since PACS would have found urban pixels in areas other than the seven “urban areas” in PEI identified by the 2006 census, and conversely, the census UAs, even though they are a “tighter” concept of urban, will still contain some farmland.
Statistics Canada’s Environmental Accounts and Statistics Division (EASD) has initiated a project known as the “Settlements Project", which includes partners within Statistics Canada, such as Statistics Canada's Geography Division, as well as external departments such as Environment Canada.  Initial seed money was provided from the Canadian Space Agency's Government Related Initiatives Program. Recently, the project received more substantial funding from the Policy Research Data Group (PRDG), with Infrastructure Canada as the lead policy department.  The overall objective of this PRDG project is to develop improved information on the nature of urban growth in Canada in order to fill important horizontal policy needs.  The key outputs will be new spatial data with more precise delineations of “settlement areas” and improved indicators related to urban growth.  Recognizing that Census Metropolitan Area (CMA)/Census Agglomeration (CA) boundaries and even the Urban Area (UA) boundaries defined by the Census are too generalized and overstate the extent of the “built-up” areas (by including within their boundaries a significant portion of non-settled land, especially agricultural land), this project is using Census dissemination block-level data combined with satellite imagery to come up with boundaries that will more accurately delineate the settled part of the country.

5. Some Thoughts on the Application of the PAC Methodology in Developing Countries

The methodology employed in the PACS project appears to be suitable, for a number of reasons, for application in countries where the traditional survey-taking infrastructure is perhaps less developed and/or sources of administrative data may be scarce, of unknown quality or difficult to access.  
Although actual data collection is involved in the PACS approach, it is accomplished using a simple stratified design on an area frame.  Also, since it is observational data collection, rather than direct collection from respondents, there is no need for elaborate questionnaire instrument design/testing and the usual infrastructure needed to distribute questionnaires, gather them up, follow-up for non-response, and so on.  Since the data are gathered by a small number of staff members by their own observation of the land from the ground and the air, and by interpreting satellite images, data collection is quick, accurate and manageable.  And, it need not be overly costly.
In the PACS project, some value was attached to the fact that the data were collected without placing response burden on farmers.  This stems from PEI’s small size in terms of population, number of households, number of businesses, number of farms, etc., and the fact that many statistical programs are designed to produce national and provincial estimates.  The result is that the people and businesses of PEI are relatively heavily surveyed, so a methodology for producing estimates without respondent burden is attractive.  On the other hand, in some developing countries, interaction with farmers during the course of survey work may be considered desirable as it affords the opportunity to exchange information on farming methods, to identify specific issues, to build relationships and so on.  Personal visits during the collection of the ground truth data could easily be incorporated into the methodology described for the PACS project.  The time and cost to collect the ground data would likely increase, but in addition to the positive interactions with farmers, the quality of the ground truth data might be improved.    

The availability of information on approximate agriculture areas and geographic locations would be useful in performing the stratification and will lead to more accurate results.   Current information is naturally more valuable, but as the 2006 PACS showed, using data that is several years old can still contribute to reasonable results.
Naturally, the better is the road network, the more convenient, efficient and accurate will be the collection of the ground-based observations.  Similarly, access to reliable small aircraft service may facilitate the gathering of the ground-based data where the terrain is amenable.  However, the two sources can complement each other and, as shown in the PACS project, one can approach this phase of the work by emphasizing the roadside portion and using the aerial portion “as needed”, or make the aerial collection primary and gather roadside data where necessary, or various intermediate combinations. 

The acquisition of satellite images at a reasonable cost does not appear to a limiting factor, although for some sensor types, weather difficulties during collection windows can lead to higher costs when multiple images need to be acquired to obtain sufficient image coverage with reasonable quality.  This is an area where the technology is improving, with more and more sensors available, and costs generally going down
, so that this may become less of a concern going forward.   The more challenging issues may be the processing and interpretation of the image data, although even here, these may not be factors that would greatly limit the application of the PACS approach since software costs should not be prohibitive.  Also, the cost to contract out for the expertise to operate the software and interpret the images and produce the estimates should not be a barrier to adopting this type of approach.   
6. RADARSAT-2

Recently, a new sensor became operational which holds a great deal of promise for agricultural applications.  On December 14, 2007, the Canadian satellite RADARSAT-2 was launched on a Soyuz II vehicle (provided by Starsem of France) from Russia’s Baikonur Cosmodrome in Kazakhstan.  The first images from the satellite were taken on December 18, 2007 and the Commissioning Complete Review was held on April 24, 2008 and the system was declared ready for operation.  This satellite has been designed with advancements that include high-resolution imaging, flexibility in selection of polarization, left and right-looking imaging options, superior data storage and more precise measurements of spacecraft position and attitude.  The satellite has a minimum design life of seven years although, like RADARSAT-1, it is expected to function longer.  
Some of the specific benefits of RADARSAT-2 that make it well-suited to crop type, crop condition, crop yield and land-use studies are:
· near-polar, sun-synchronous orbit at altitude of 798 km; 
· 14 orbits per day (100.7 minute period) with repeat cycle of 24 days and 28 minutes of imaging capacity per orbit; 
· spatial resolution capability from 3m to 100m and nominal swath widths from 20 km to 500 km combine to offer numerous beam modes; 
· left and right looking imaging capability and single, dual and quad-polarization choices;
· on-board recording and storage guarantees image acquisition anywhere in the world for subsequent downlinking;

· synthetic aperture radar (SAR) sensor, operating with C-band (5.405 GHz) frequency, which is not hindered by atmospheric effects and is able to “see through” clouds and rain;  

RADARSAT-2 is a collaboration between the federal government – the Canadian Space Agency (CSA) – and industry – MacDonald Detweiller and Associates (MDA).  MDA is responsible for the operations of the satellite and the ground segment, while CSA contributed funds for the construction and launch of the satellite.  CSA will recover its financial investment through the supply of RADARSAT-2 data to Canadian government agencies during the lifetime of the mission.  Agriculture and Agri-Food Canada and Statistics Canada are participating departments and have already begun to receive RADARSAT-2 data for evaluation.
While more research is needed, preliminary results from investigations at Agriculture and Agri-Food Canada have shown promising results from using a combination of various radar sensors (C. X and L bands) using multipolarization modes.  At this time, challenges to be overcome are the difficulty and expense to cover large areas in operational mode.

7. Conclusion

The PACS project has demonstrated the use of remote sensing to estimate crop area and classify land cover and use is enhanced by the combination of statistically-based ground truth data for the improvement of the precision of the estimates and increasing the accuracy of the classification.  Aside from producing results for a given year in a timely manner, generally as soon or sooner than traditional survey-based estimates, other uses can be envisioned such as monitoring adherence to crop rotation schemes, monitoring changes in land use and crop area over time, and as input to the refinement of the definition of what is “urban” land.

A PACS-type methodology, combining ground and aerial data collected by observation with satellite imagery, may be especially attractive for developing countries to consider due to its low cost, the fact that it does not rely on the existence of an elaborate survey-taking infrastructure, and its ability to produce results in a short period of time with a small complement of human resources.  
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� A census metropolitan area (CMA) or a census agglomeration (CA) is formed by one or more adjacent municipalities centred on a large urban area (known as the urban core). A CMA must have a total population of at least 100,000 of which 50,000 or more must live in the urban core. A CA must have an urban core population of at least 10,000. To be included in the CMA or CA, other adjacent municipalities must have a high degree of integration with the central urban area, as measured by commuting flows derived from census place of work data.


  


� Crops:  hay, field crops, tree fruits or nuts, berries or grapes, vegetables seed;  Livestock: cattle, pigs, sheep, horses, game animals, other livestock; Poultry: hens, chickens, turkeys, chicks, game birds, other poultry; Animal products: milk or cream, eggs, wool, furs, meat; Other agricultural products: Christmas trees, sod, greenhouse or nursery products, mushrooms, honey or bees, maple syrup products.


� Areas are asked for crops to be harvested in 2006, even if planted in an earlier year, including those to be seeded even if not yet seeded.


� The North American Industry Classification System (NAICS) is an industry classification system developed by the statistical agencies of Canada, Mexico and the United States. Created against the background of the North American Free Trade Agreement, it is designed to provide common definitions of the industrial structure of the three countries and a common statistical framework to facilitate the analysis of the three economies. NAICS is based on supply-side or production-oriented principles, to ensure that industrial data, classified to NAICS, are suitable for the analysis of production-related issues such as industrial performance. NAICS is principally a classification system for establishments and for the compilation of production statistics. An establishment is classified to an industry when its principal activity meets the definition for that industry. In most cases, when an establishment is engaged in more than one activity, the activities are treated as independent. The activity with the largest value-added (value of outputs minus cost of inputs) is identified as the establishment's principal activity, and the establishment is classified to the industry corresponding to that activity.  For the 2006 Census of Agriculture, farms were classified using NAICS 2002.  The current version of the NAICS is the 2007 edition.





� Prince Edward Island falls into UTM Zone 20.


� The camera used was a Sony Cybershot “SuperSteadyShot” DSC-H7, with 8 mega-pixel resolution.


� The Act defines regulated crop as “potatoes and other crops which are planted and harvested within one calendar year, excluding cereals and forages.” The excluded cereal are listed in the schedule to the regulations associated with the Act: PEI Reg. ED166/02).  Source: Agricultural Crop Rotation Act, RSPEI 1988, c.A-8.01.


� For example, on April 21, 2008, the US Geological Survey announced plans to provide all archived Landsat scenes to the public at no charge.
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